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There is no test that can tell you a hard drive is good,
only tests that can tell you it is bad.
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Introduction
Don't skip this section. It may be boring, but it will give you the background and reason why I say 
certain things later. This article is written for platter drives, although much, but not all, applies to the 
SSD drives too.

There are surprisingly very few studies published on platter drive failures. Google did one, Backblaze 
has made several informative blog posts, and there was one published on usenix. But that's it other than
some scattered forum postings. If there are any good studies on SSD drives, they are well hidden. What
I have seen is mostly anecdotal stories which say, unlike plater drives, SSD drives tend to just up and 
die without warning. Firmware issues are responsible for some of those failures. I could find nothing on
hybrid drives.

S.M.A.R.T

All modern drives have built in software built right into the drive's firmware for monitoring their 
health, known as Self-Monitoring, Analysis, and Reporting Technology system, or SMART for short. It
is designed to monitor the health and performance of the hard drive and help predict impending failure.

It's also arguably the best tool for the job currently available. However, it is far from perfect. Google's 
mammoth hard drive study found about 40% of the failed drives had no indicators from SMART that 
the drive was bad1. Still a 60-63% chance of detecting a bad drive beats everything else out there and is
therefore widely used.

Technically, SMART is an optional part of the ATA standard, and some USB devices do not support 
SMART. Virtual disks do not support SMART either, although the physical disk(s) they are hosted on 
will. Hardware RAID controller support is hit or miss, although software RAID controllers generally 
do support SMART. SMART tools may not work on SCSI or SAS drives since they may not use ATA 
command sets.

Sectors

A sector is just a set number of bytes on the hard drive. The hard drive will have two types of sectors 
and it is easy to get them mixed up. There are logical sectors, commonly 512 bytes in size, and physical
sectors. The size of the physical sector varies depending on the model of the drive and manufacturer, 
but will always be, at minimum, the same size as the logical sector. More and more drives are 
appearing on the market using the Advanced Format (see Appendix E for more info). The Advanced 
format drives have physical sectors of 4096. For compatibility, these drive emulate the 512 byte sectors
(logical sectors), giving an  8:1 ratio. Some drives have a 1:1 ratio2.

This is important in understanding the results from several tools such as badblocks, hdparm, and even 
the hard drive's own self tests. The SMART attributes are often in physical sectors3, while badblocks, 
hdparm, the self tests, and error log (all of which are described later) are in logical sectors.

1 http://static.googleusercontent.com/external_content/untrusted_dlcp/research.google.com/en/us/archive/disk_failures.pd
f

2 See Appendix E for more details, including drive cloning issues.
3 Often, but not always. There is no hard and fast rule I can find, other than drives with a 1:1 ratio don't have this issue.

http://static.googleusercontent.com/external_content/untrusted_dlcp/research.google.com/en/us/archive/disk_failures.pdf
http://static.googleusercontent.com/external_content/untrusted_dlcp/research.google.com/en/us/archive/disk_failures.pdf
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Thus you could run a badblocks command and have it find previously undiscovered 8 bad sectors, but 
have the attributes bad sector count go up only by 1. This is not a mistake by either tool, but a drive 
with an 8:1 ratio of logical to physical sectors. Of course those 8 [logical] bad sectors could be spread 
out among more that 1 physical sector, so the attributes bad sector count could really change by 
anywhere from 1 to 8.

Automatic Acoustic Management

Automatic Acoustic Management, or AAM for short, is a standard a few drives support. It allows for 
the drive to run quieter at the price of reduced performance. The decimal values range from 0, the 
quietest but worse performance to 254, the loudest but best performance. Usually a value of 0 really 
means AAM is not supported, and the quietest value is really 128.

Increasing this may or may not improve performance. It depends on the drive and the controller. If the 
drive was already faster than the controller at AAM 128, you won't see any change. However, it costs 
nothing to change it, and it if works, you just got better performance. If it doesn't help, it cost you 
nothing.

Most drives aren't noisy even at 254, and they are in a case which further deadens the noise. If AAM is 
supported, I recommend setting the value to 254. If a modern drive really is noisy, especially new 
noises, that's usually an indication it's time to backup your data, NOW!

Reading, Writing, and Error Types

Hard Errors

When a hard drive writes to a sector, it tries to write the data and a checksum. The hard drive itself 
doesn't do much checking to make sure the data it was instructed to write is actually correct, just that it 
succeeded. If the write doesn't succeed, then it is usually because the sector on the platter itself is 
damaged and permanently unusable. This sector will be automatically reallocated by the drive's 
firmware and the sector permanently marked as off-limits. This is a hard error and results in a 
reallocated sector.

As Dan Lukes put it, “change of such number is more important than absolute value. But it doesn't 
mean that absolute value is meaningless at all. There is no defined causality between this value and 
drive's health. We can estimate only.”

While a bad sector or two doesn't make a drive bad, it is a warning sign. If the count of hard 
errors/reallocated sectors is climbing, it's time to get whatever data you care about off the drive and 
replace it. There seems to be no real consensus about when to call the drive bad, but I use 5 or more 
reallocated sectors a limit.4 Even if you want to set the limit higher, each reallocated sector will 
decrease the drive's performance as the drive heads have to jump around quite a bit more. A slow 
computer is sometimes caused by a large number of reallocated sectors on the hard drive.

Soft Errors

Sometimes a write command will think it's succeeded, but the checksum will not match the data. There 
are a number of reasons why this might occur. The most common is the hard drive suddenly loosing 

4 Data from a Backblaze study indicates the failure rate jumps from almost nothing at 0-4 to around 7.5% annualized at 5,
and takes another leap to 23.5% at 16-17.
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power in the middle of write. Usually this is an electrical problem, and can be caused by weather, a 
drunk hitting a power pole, a squirrel committing suicide by transformer, someone plugging in a space 
heater and blowing a fuse, etc. Once I saw this caused by a user who had the computer plugged into a 
power strip and they thought the way to turn off the computer is by turning off the power strip.

Because there is no validation of the data by the write, a write test will never find soft errors. Only 
upon an attempt to read the sector will the data and checksum be verified. If either of these don't match,
that is a soft error. The drive's firmware will mark this as a pending sector. It will try again if requested 
to read the sector. Hopefully, some time in the future the read will succeed and the sector will be un-
marked as pending, but don't count on it.

The only real way to clear a pending sector is to write to it. If the write succeeds, then it may be just a 
soft error. The bad news is some data was lost, the amount being the size of the logical sector(s). The 
good news is the hard drive itself is not bad. A program, a data file, or even the operating system may 
be bad due to data loss, but the hard drive is not.

The reason you must write to clear a pending sector is because the drive has no idea what the data and 
checksum should look like. If it could read both, and they matched, the sector wouldn't be a pending 
sector. The next write operation to that sector tells the drive what data should be there.

Because soft errors are data errors, it is possible to intentionally create these.

Medium Errors

Sometimes though, you will encounter the most insidious of the three errors, what I like to call a 
medium error. This is when the sector doesn't hold it's magnetic charge, for long. In this case, the sector
can be written to, and even read back from successfully. However, the sector looses the data after a 
short time. I've encountered some that loose the data within a minute or two of writing. These errors 
masquerade as soft errors, but are really hard errors. Because the write will succeed, the sectors will 
never be reallocated and at best will be pending sectors. Files will be corrupted, seemingly for no 
reason5. A drive that can't reliably store data is a bad drive.

How do you tell medium errors from soft errors? The sure way is to write to sector (details later), read 
it right away, wait 5-10 or more minutes, then try to read it again. Did the second read fail but the first 
succeeded? If so, you are looking at a medium error.

A less precise way is to look at the number of pending sectors. For true soft errors, the number will 
usually be only 1 or 2, but in the case of the user turning off the computer via the power strip who did 
admit to it, the pending count was 8. I have seen a hybrid drive with 72 pending sectors (8:1 ratio) 
where all of those where soft errors. Any pending sectors number, on a regular platter drive, higher than
10 is likely to be medium errors or hard errors that haven't been reallocated yet. The best way to tell is a
full, destructive write test with badblocks, but you can also test for them with hdparm (see below).

5 Some cases of bitrot may be caused by medium errors. See the first page of http://arstechnica.com/information-
technology/2014/01/bitrot-and-atomic-cows-inside-next-gen-filesystems/ for more info on bitrot.

http://arstechnica.com/information-technology/2014/01/bitrot-and-atomic-cows-inside-next-gen-filesystems/
http://arstechnica.com/information-technology/2014/01/bitrot-and-atomic-cows-inside-next-gen-filesystems/
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Accessing SMART Data with smartmontools
There several free and paid tools for reading the smart data. None of these tools actually generate the 
data or do any tests. They merely read the data the drive's firmware provides and tell the drive to run its
own tests then report back the results. Because of this, you can really use any one you want to read the 
data. They all, in theory and generally in practice, provide the same numbers.

The best of the tools in my opinion is smartmontools (http://sourceforge.net/projects/smartmontools/). It is 
free, open source, and runs on Windows, Linux, BSD, Mac, and probably a few other operating 
systems.

I recommend using a Linux live CD to test with smartmontools. This ensures the drive is offline when 
you test it. While you can, in theory at least, test a drive while it is online, the reality is 'anything 
between: "System unusable during self-tests" and "System load slows down self-test speed to ~zero."'6 
It depends on the drive's firmware.

Use of smartmontools on Mac is not recommended. SAT relies on SCSI pass-through I/O-control 
which is missing on Mac OS X. There is a driver that supports some USB and Firewire devices on Mac
OS X. On Windows, you need full admin rights. Messages about missing admin rights will be printed if
Windows does not allow full raw R/W access to the disk. Full R/W access is required for the ATA pass-
through I/O-controls used to access SMART info. If a disk is used by certain programs, such as a 
Virtualbox VM, Windows apparently locks raw R/W access from other programs (a good thing), in 
which case even admin rights are not effective for this disk. Further, two other tools used below are 
Linux only. Those not familiar with Linux, and root, may wish to read the crash course on Linux in the 
appendix before continuing.

While smartmontools is command line only, there is a graphical interface available called 
GSmartControl (http://gsmartcontrol.berlios.de/home/index.php/en/Home). If you are using 
GSmartControl, you are really using smartmontools. I recommend you use GsmartControl if possible, 
although the tutorial and screenshots below will all be using the command line smartmontools on 
Linux. The reason is I haven't found a free live CD with a reasonably current version of smartmontools 
AND GsmartControl.

Smartmontools has a quite extensive set of options. Only a few of those will be discussed below.

A recent version of smartmontools, at least as of March 14, 2015 where the latest version is 6.3, can be 
found on several live CD's, including:

• ALT Linux Rescue (http://en.altlinux.org/Regular#non-desktop): A no frills live cd. It is 
command line only, but includes all the tools you'll need. The 64bit version does UEFI boot, 
making it very useful for testing Windows 8 computers. The latest version has smartmontools 
6.3.

• Knoppix (http://knopper.net/knoppix/): Both the CD and DVD include all the tools. This does 
have a graphical interface, including a web browser, so you can surf the web while waiting for 
the test to finish. If you use the graphical interface to get a terminal, you'll need to sudo -i to get 
root. If you boot straight to the console, you are root. The latest version, 7.4.2, has 
smartmontools 6.2+svn3841-1.2.

6 Quote from Christian Franke.

http://knopper.net/knoppix/
http://en.altlinux.org/Regular#non-desktop
http://gsmartcontrol.berlios.de/home/index.php/en/Home
http://sourceforge.net/projects/smartmontools/
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• Clonezilla (http://knopper.net/knoppix/): Built mainly for backing and restoring whole drives, or
even cloning them, it does include all the hard drive testing tools. When given the choice 
between starting clonzilla or entering the shell, choose the shell, then cmd. You'll need to sudo 
-i to get to root. The Ubuntu 64bit version does support UEFI booting. The 20150217-utopic 
version has smartmontools 6.2.

• Gparted (http://gparted.org/livecd.php): Built mostly for manipulating partitions, it still has all 
the tools you'll need for hard drive testing. You'll need to sudo -i to get root. The latest version, 
0.21.0-1, has smartmontools 6.3+svn4002-2+b2.

Testing with smartmontools
Determining Disk Drives

The first task is to determine the name(s) of the devices to feed to smartmontools. Most often, 
especially for computers with only one drive, it will be /dev/sda. But what if there is more than one 
drive? What if there are
USB drives attached?

While smartmontools has
the ability to scan for valid
targets

(smartctl --scan)

 this really only gives you
list of names7. A [usually]
better method is the fdisk
scan: fdisk -l where the
l stands for list partitions.

This will print out the
drives, their names, the size,
and even the partitions on
the drive. Often the size
will be enough to tell you
which drive is which. This
will give you an error if you
use it on a Windows 8/GPT
drive, but the error is harmless, and it still gives you the drive name. The partition names, such as 
/dev/sda1 are not needed, and other than as a source of the drive name (the partition name minus the 
number, i.e. /dev/sda10 <-partition, /dev/sda <-drive), they can be ignored. For GPT partitions, don't 
rely on fdisk to give you the correct partitions, but it will give you the correct drive name.

7 In the case of hard drives behind a hardware raid controller, the smartctl --scan option can sometimes tell you the names
of the individual drives. For example, megaraid disks can be /dev/bus/8 -d sat megaraid,0 rather than /dev/sda. Further, 
it can ID the type of drive. SCSI/SAS drives may not support ATA/SATA SMART attributes.

Figure 1: fdisk -l showing two drives, /dev/sda and /dev/sdb.

http://gparted.org/livecd.php
http://knopper.net/knoppix/
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Perform Tests

The next step is to start the tests running. The tests run in the background, and you can examine the 
other SMART data while the test is running. Every drive that supports SMART will have at least two 
tests it supports, short and long (also called extended). Some drives will have a third, but that isn't 
covered here. Always start with the short test. If that fails, then you must address that failure. There is 
no reason to wait the hour+for the long test if the short test will tell you something.

The tests are read-only and will not damage any data. However, it is recommended to run these while 
load on the hard drive is low. Some operating systems will crash if the drive doesn't respond within a 
certain time, and since these tests are run by the drive's firmware, the operating system has no idea 
what's going on. A live CD is a safe way to run these tests for non-critical systems.

To run the test, you will use the program
called smartctl (think smart control)
then tell it to run a test (-t for test),
which test (short or long) then which
drive. So in the case of /dev/sda, the
command for the short test would be: 
smartctl -t short /dev/sda .

The long test is sometimes referred to as
the extended test. Some drives support
additional tests beyond the short and
long. If you want to inspect the real state
of the whole drive, you should run
extended/long self test.

The smartctl immediately exits after giving you some info about the test. You can now look at the other
attributes while this is running in the background. smartctl doesn't actually run the tests, it just tells the 
hard drive's firmware to run the tests.

If a drive's attributes look good (see below), and it passes the short test, it's probably a good drive. 
Ideally, it would be better to run the long test, but sometimes time is just too limited to do that. For 
servers, I would strongly recommend running at least the extended test before a new hard drive goes 
into service. Having a production server go down will cost far more than an hour or two of testing.

The tests need to run. Don't neglect them. Without running the tests, you may not have current 
attributes.

One misconception about these tests is a that a failure means the drive is bad. It does not! The 
tests stop at the first sector they can't read. A failed test does not test the entire drive. If that sector is a 
soft error, it is fixable, and the drive is still perfectly usable. Further testing is required. Don't fail a 
drive based on a single soft error.

Occasionally, you'll run into a drive where smart is supported, but disabled (DUMB, DUMB, DUMB!).
To turn it on, assuming the drive is /dev/sda, simply issue the command:

smartctl -s on /dev/sda

Figure 2: Running a short SMART test.
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Looking at the SMART data

To see the actual SMART data, there are several different commands you can give smartctl, but I'm 
only going to cover one, the one that gives you all the extended info. Assuming the drive you want to 
look at is /dev/sda:

smartctl -x /dev/sda |less

There are several section of information the command will give you. The extra part, |less , is needed
because there is so much info it will scroll off the screen otherwise. The pipe, |, is generally found on 
the \ key. The less is similar to the more command from DOS, but less does more. Less allows you to 
scroll up and down, while more only allows scrolling down. Press q to quit less.

Note that -x requires the drive support 48 bit commands. Most modern drives do, but older drives may
not. If so, try -a instead. It gives less info, but only requires 16 bit commands and will be better 
supported. However, the -x is recommended as the old self-test log (-l selftest, -a) was only designed 
for 28-bit LBA addresses. Some drive's firmware will return a bogus (32-bit) value for > 28-bit LBAs.

Identity

The first tab of the
details page is a
description of the hard
drive. Several lines are
particularly
important/useful here:

• Serial Number.
If you ever have
a computer with
2 drives, both
the same size
and model
number, and
one fails (for
whatever
reason) and the
other passes,
this is how you
can tell them apart when you go to replace the bad one. Credit goes to DL for this idea.

• Sector Size: This was covered earlier. When using badblocks, you'll want the logical sector size.

• In Smartctl Database: If this is no, then the attributes page will likely have unknown attributes. 
Most of the SMART parameters are the same across manufacturers though, and the VALUE and
TRESHOLD parameters are shown and failure is indicated correctly. You can always update the
drive database to try to get more info.

• ATA Verison/ATA Standard: Versions 8 are SATA drives, 1-6 IDE. Version 7 is usually SATA, 
but I have seen an IDE drive with version 7.

Figure 3: The SMART info
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Recent versions of smartmontools will tell you if the drive supports AAM as well as the current value 
and, for some drives, the max SATA speed the drive supports. If smartmontools returns Error 
SMART Status command failed, do not trust the rest of the results.

Read Smart Data Section

There is little useful testing/health information here you can't get from other sections. This will give 
you the estimated time to run the short and long SMART tests, and it also tells you the status of the last 
SMART test run, or it's progress if still running.

Attributes
Most drives will pass or fail based
on the information here. Knowing
how to read this section is critical!
There are several columns you need
to pay attention to.

The first is the name of the
attributes. Some attributes are
important, some, less so. If the drive
is not in the database, you will
likely see unknown attributes for
some items. This will make the
page slightly less informative. The
Failed column is only somewhat
important. The other columns will
tell you whether or not to be
concerned.

Often, by the time something has failed (except temperature), the drive is dead. For example, the drive 
in the figure has used only 2% of it's life at 16,455 hours according to the threshold8. At that rate, the 
threshold says the drive will last about 93.9 years. So why, Mr. Manufacturer, did you only warranty it 
for 3 years if your drive is so long lasting???

The next 4 columns are where you should be focusing your attention. The drive's firmware will take the
real value, otherwise known as the raw value, and convert it to an 8 bit number (0-255) using some 
algorithm. This is becomes the normalized value column, and a max value for any attribute can range 
from 100-255, depending on the drive. Some attributes max value will be 100, while others could be 
255, or in the UDMA CRC attribute in the picture above, 200. It depends.

The worst column is simply the lowest value the normalized column has every reached. The threshold 
column is the value at which the drive determines if that attribute has failed or not. If the normalized 
column is at or below the threshold, there is a failure.

The normalized and threshold are useful to look at to see if they are within a few points of each other. If
so, that's a very strong indicator you should retire that drive before it fails. If the attribute is unknown, 
then the normalized and threshold columns are the only guides you have for that attribute. In general, 

8 Yes, it did start at 100, not 255.

Figure 4: SMART Attributes
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however, the only column you'll really pay attention to is the raw value. The important attributes, 
referring ONLY to the raw values, are:

• Reallocated Sectors – Ideally this should be zero. One or two bad sectors doesn't make a bad 
drive, but once this value on platter drives, not SSDs, hits 5, it's time to replace.

• Power On Time – A few drives don't record this “correctly”, so you'll have to get the real 
number from the self test logs (see below). Here is where having the drive in the database is the 
most useful. If the drive isn't in the database, this number may be incorrect. For most drives, 
this is in hours. After about 26,500 hours, (~3 yrs) the odds of the drive dying within the next 
year are 11.8%9, and they go up after that. This is a “How good are your backups?” time if you 
want to continue using the drive. Once this hits about 43,350, replace the drive even if you like 
to gamble. The drive's odds of complete failure within the next year are unacceptably high. 
Platter drives are mechanical devices, and they will wear out eventually. You can also use this, 
with confirmation from a short test, to tell if the “new” drive you just bought really is new, or a 
used drive falsely sold as new. Some drives have firmware bugs, such as Intel 330 Firmware 
300i and Intel 520 Firmware 400i, and will not report a correct value here.

• Spin-up Retry Time – This should be zero. Anything higher indicates a drive motor problem. If 
the motor dies, your hard drive dies. Replace.

• Reallocation Event Count – This, in theory, gives you information about whether the 
Reallocated Sectors are a 1-time event, or occurring over time. Either way, this indicates a 
problem, but you'll not fail a drive based on this.

• Reported Uncorrectable Errors – Western Digital drives don't usually report this. If this value is 
higher than 0 on a Seagate drive, fail the drive.

• Current Pending Sector Count – Ideally, this should be zero. Anything else means you have to 
do some more testing. The pending sectors could be soft, medium, or hard errors. You can't tell 
from the SMART data. If this is more than zero, the SMART tests will usually fail. Don't waste 
time running them unless you need the correct power on time.

• Offline Uncorrectable – Think of this as a second Current Pending Sector Count. Same rules 
apply. However, this is updated only on offline data collection, so fixes to pending sectors won't
be reflected here right away. It could take hours to days for this to clear.

• UDMA CRC Error Count – A count higher than 1 or 2 often indicates the data cable has a 
problem. I suggest replacing the cable. On some HGST drives, I've seen values in the 5 or 6 
digit range. I suspect these are not the true number errors and the manufacturer is doing 
something similar to Seagate's Seek Error Rate.

On some drives, mostly Seagate's, the Seek Error Rate raw values are extremely high, in the 7 digits or 
more. This is not a cause for alarm. Most SMART attributes are 48-bit numbers. For Seagate's Seek 
Error Rate, the first 16 bits are the actual number of errors, and the other 32 bits are the total number of 
seeks.

You have to convert the decimal raw value to hex, pad with 0's in the front to get a number 12 hex 
digits long. Take the first four [hex] digits, then convert them to decimal to get the true error rate.

9 http://blog.backblaze.com/2013/11/12/how-long-do-disk-drives-last/

http://blog.backblaze.com/2013/11/12/how-long-do-disk-drives-last/
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In addition, on Seagate drives, the Reallocation Event Count is used for something else but I could not 
find any documentation on what that is. In this case, a very high Reallocation Event Count, provided 
none of the reliable indicators have tripped is nothing to be concerned about.

Error Log

Scroll down past the General
Purpose Log Directory and you'll
come to the error log. Starting with
ATA-6, there is an extended log (-x),
and log entries there may not be recorded in the regular log (-a). Some drives log only to the extended 
log, and some only to the normal log, and some to both. To see the normal log, you'll have to use a 
different command, again, assuming the drive is /dev/sda:

smartctl -a /dev/sda

Either way, this is not as useful as you might think. This records past failures to read sectors. These are 
logical sectors, not physical. It does not tell you whether or not the sectors were soft, medium, or hard 
errors, and does not decrease or erase entries should the sector be fixed, i.e. a soft error, or a hard error 
that gets reallocated.

The most useful thing it does tell you is the sector number and the power on time it occurred. Is it a 
recent error, or something that happened some time ago? It is not unusual to see multiple entries with 
the same sector number. The drive keeps trying to read a pending sector, and each failed read generates 
an error.

Self Test Logs

Mildly useful, this will tell you if any of the drive's self tests have been run, when, and the result. 
Obviously, if the current power on time is within a few hours of the last test that completed 
successfully, there is no point in running the same test again unless you've attempted to fix a pending 
sector(s). The lifetime hours column is the real power on hours for drives that don't record that value 
properly in the attributes. If need be, run the short test and look here for the hours.

If the test fails, it records only the first logical sector it couldn't read. That's because it stops with the 
first logical sector it can't read. This is useful in case you don't have the time to do a full hard drive 
scan, and need to determine what type of error that sector represents.

Do remember that this only logs SMART tests. If you use a non-SMART test, such as the badblocks 
test described later, it will not show up in the log.

The self test log hours is a 16 bit number, so for very old drives, it will wrap around after about 7.5 
years and the drive will suddenly become “younger”.

Figure 5: The error log. This one is empty.

Figure 6: A Self Test Log with a failure.
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Other Testing Tools
hdparm

hdparm is a Linux tool to tweak some hard drive parameters. Being a Linux tool, the name is case 
sensitive, and is always lower case. The switches/options are also case-sensitive and some are upper 
case, and some lower case. Do not get them mixed up. It is command line only. There are many 
switches/options, but only a few are
covered here. Also, using it on a drive
that is in use can be dangerous. Always
work on a drive that is off-line. A live
CD is a great choice.

The first command is hdparm -M
<drive> where <drive> is /dev/???,
usually /dev/sda for computers
with only 1 drive. See page 10 above
for how to determine the drive name.
This queries whether or not AAM is
supported. Usually, it will be not supported or give a value of zero, which means disabled or not really 
supported. If the value is less than 254, run the same command again, but with 254 to set the drive for 
the best performance, hdparm -M 254 <drive> 

The next command is a read sector
command. If one of the SMART
tests fails, it will tell you which
[logical] sector failed in the self test
logs. It also tells you the [logical]
sector the drive had problems with
in the error logs. If you want to
check out just this sector, hdparm
can do this. The command is:

hdparm --read-sector <sector number> <drive>

where the <sector number> is what you got from SMART. There are two dashes before the read-
sector. For example: hdparm --read-sector 6005456 /dev/sda .

If the read is successful, you will get an output of the sector's content, in hex. If the read fails, you will 
get an I/O error. Because this is a read-only test, it is safe to run. You can try this several times to see if 
the sector comes back, but don't count on it.

The read will succeed sometimes if the error in the SMART error log was transient. The error could be 
a soft error that has already been overwritten. It could also be you made a mistake in typing in the 
sector number. Double check that you have the correct number. I have seen the read succeed when the 
short test had just failed that sector. In that case, it turned out to be a medium error.

Figure 7: AAM is supported on one drive, but not the other.

Figure 8: A successful read. Only part of the data is shown.
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The final hdparm command is the dangerous write sector command. As the name implies, this will 
write all zeros to the sector, destroying any data there, and corrupting anything, usually a file, using that
sector. Never run this without checking the read status first if you care about the data on the drive.

If the sector is unreadable, then you've already lost the data that is there. Writing to the sector can tell 
you what type of error you are looking at, hard, soft, or medium. Typing in the wrong sector number 
can destroy data. To prevent that accident, always use the read test first. If that fails, use the Linux 
command history by hitting the up arrow. This will bring the read command back. Now edit that 
command, leaving the sector number, and drive, intact. Now you are 100% sure the command won't 
destroy the wrong sector.

The command for writing, using the above example is almost the same as the read command except 
--read-sector becomes --write-sector. You have to also add one more option or it will refuse to write, the
yes-i-know-what-i-am-doing. Here's an example:

hdparm --write-sector 6005456 --yes-i-know-what-i-am-doing /dev/sda

After you have written to the sector, try to read it again. Can you? If so, refresh the SMART attributes 
and re-run the SMART test that failed. Does it succeed, or does it, more likely, fail with another sector? 
As Douglas Gilbert and Bruce Allen put it, “...bad blocks are often social...”. You may have more work 
to do.
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badblocks

While hdparm can offer laser precision, badblocks is more flexible and faster. It is also a good 
alternative hard drive test/burn-in tool. Like hdparm, it is a Linux command line tool, case-sensitive, 
and should only be used on offline drives (or partitions). badblocks will refuse to do tests on drives that
are in use. You can override this behavior, but as the authors of badblocks put it, “...if you think you're 
smarter than the badblocks program, you almost certainly aren't.”

There are some switches/options I recommend using in every badblocks command:

• -b <size> where <size> is the logical sector size the drive uses, usually 512, which can be 
obtained from the SMART identity page. While testing has shown this results in slightly slower 
tests, it also means the math on some tests below just got a lot simpler. Use 512 unless you have
a good reason not to.

• -s shows the progress of the test.

• -v gives the errors encountered. This can be combined with -s as shown in the examples 
below.

badblocks can, as optional parameters, take the last block to test and the starting block to test. The order
is a bit strange, as last block to test comes first, then the first block to test. The last block is not optional
if you want to use the first block too.

This has the interesting side effect that knowing the test progress (via -s) and the block size used (see 
-b), you can stop and resume the test later the read and non-destructive write tests. So for example, if 
you have to, due to company policy, have to shut off the computer you are testing on for the night, you 
don't have to start the test over from the beginning in the morning.

To run the basic, read-only test using badblocks:

badblocks -sv -b 512 <drive>

<drive> is the same what you would use in hdparm. You'll get some output. One line of the output is 
the number of blocks. For example, if the line is From block 0 to 385985390 then the last 
block (for a block size of 512) is 385985390. Let's say you had to stop the test at 69.4%. Then to 
resume, the starting block is, rounded down:

0.694 * 385985390 = 267873860.66 so round down to 267873800

Then you can resume the test with the command:

badblocks -sv -b 512 <drive> 385985390 267873800

This is also useful if you need to test a range of blocks. Say you ran a short SMART test and it told you
it couldn't read block 267873860, and the drive has logical blocks of 512 bytes. Since “bad blocks are 
often social”, it would be a good idea to test the blocks surrounding that block. Some claim ± 100 
blocks is enough, although I currently prefer ±1000. So after recording the current SMART pending 
sectors, I would run:

badblocks -sv -b 512 <drive> 267874860 267872860

Remember that badblocks takes last block first, so the numbers above are in the correct order. This 
would test 2000 512-byte blocks with the bad block detected by SMART in the middle of that cluster. 
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If that found more unreadable, possibly soft errors, it will tell you. Now recheck SMART and see how 
the pending sector count has changed. For reasons I haven't figured out, sometimes badblocks will have
trouble with a sector, while hdparm will read it without problem.

Besides the read-only test, badblocks can do two other tests, the non-destructive write (-n), and the 
destructive write (-w). The non-destructive write test will attempt to write a known pattern of data to 
the drive, then read it back, stressing the drive and making sure everything is good. It is generally safe10

to run this on a drive with data you care about. However, because it has to backup and re-arrange the 
drive's existing data as it goes, it is slow, very slow. Further, it will never clear pending sectors, as it 
will not destroy existing data and pending sectors by definition are existing sectors that can not be read.
I almost never use this test.

The destructive write test is, as the name suggests, destructive to data. Get any data you care about 
backed up before you run this test! You won't get it back after you run this test. Professional data 
recovery services couldn't get it back after this test. If allowed to run to completion, it writes four 
different hex patterns to every sector on the drive, then reads them back. If they match, the write and 
read, the drive is almost certainly good. This will clear pending sectors. It is also slower than the read 
test, but faster than the non-destructive test. You'll want to run this on the highest speed controller you 
can.

The four hex patterns the destructive test uses, 0xaa, 0x55, 0xff, and 0x00, may seem random until you 
translate them into binary. Each bit11 on the hard drive can have only 2 values, 0 or 1. If you translate 
the hex patterns into binary, they become

• 0xaa – 10101010

• 0x55 – 01010101

• 0xff – 11111111

• 0x00 – 00000000

The tests alternate the bits, making sure each bit on the surface platter can hold both states. If you still 
have pending sectors after this test is complete, then the drive suffers from medium errors and should 
be discarded. This test can also cause the drive to reallocate sectors. Be sure and check the SMART 
attributes when finished.

An example command to run a write test on the drive /dev/sda using 512 byte sectors would be:

badblocks -sv -w -b 512 /dev/sda

Given the time and opportunity, I recommend running this test on all new drives before putting them 
into service. Passing this test won't guarantee a drive is good, but you'll have gone about a far as you 
can in making sure the drive isn't bad.

The destructive write test can be resumed, but the technique is different than for the other tests. 
Because the destructive tests does a complete write, then a complete read, realistically, you can only 
resume at the 25%, 50%, or 75% mark.

For those patterns that are fully complete, writing and reading, you can skip doing them again, but 
specifying the remaining patterns to do using the -t switch, one switch per pattern left. For example if 

10 Key word: Generally. If the drive is failing, it has a limited lifespan left. Always check the SMART attributes first!
11 A byte is 8 bits. So a 512 byte sector is 512*8 or 4096 bits.
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0xaa is finished, but 0x55 is not, then using the same example drive above, the command to start with 
the 0x55 pattern and run the rest of the test is:

badblocks -sv -w -b 512 -t 0x55 -t 0xff -t 0xaa /dev/sda

Which is better: badblocks or the SMART tests?

It depends, but in general, badblocks. As a first pass, always run the SMART short test. It can find 
problems the quickest. Why wait two days for a badblocks non-destructive test to finish when you 
could have your answer in a few minutes with the SMART short test?

Since SMART does not have any write tests, only the read-only tests can really be compared. The one 
to use depends on how you are testing. Since the SMART tests are done by the drive themselves, they 
won't be affected (assuming they start) by drive controller errors, memory errors, cable errors, or CPU 
errors, while badblocks can be affected by all of these. So if you are testing a drive outside of the 
system it will eventually go into, you could get a failure due to problems that have nothing to do with 
the drive. This can also be the cause of why the results from badblocks and hdparm occasionally differ 
on the same sector12. On the other hand, if the drive is in the system that will be its home, the presence 
of these problems needs to be found, so you want to do the badblocks test.

Time is another consideration. Because the SMART test is done by the drive itself, it is immune to 
slowdowns caused by other components in the computer you are using. Just as a chain is only as strong 
as its weakest link, a badblocks test is only as fast as the slowest component. If the drive is the slowest 
component, then badblocks and SMART will run at the same speed (in theory). In all other cases, 
SMART will win.

Some SCSI/SAS drives, some usb controllers, and some rare ATA controllers, do not support SMART, 
but badblocks will still work on those drives, making the choice easy.

The final consideration is how the drive is being tested. Some drive controllers, especially USB 
bridges, will send a standby command sent to the drive after some time of no I/O inactivity. This will 
cause the SMART long test to abort. A post by Christian Franke suggests running a script to access the 
drive every minute or so, such as the following Linux script (by Christian Franke), where the X in 
/dev/sdX should be changed to the appropriate drive letter:

while true; do

  dd if=/dev/sdX iflag=direct count=1 of=/dev/null

  sleep 60

done

12 Most of the time they differ because you didn't specify the correct block size in your badblocks test. By default, 
badblocks uses a block size of 1,024, while drives are usually 512 or 4,096 bytes.
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The 40% Drives
Recall near the beginning of this guide, that the Google study found about 40% of drive failures had no 
indicators from SMART that the drive was bad. So how do you detect these? Unfortunately, the answer 
isn't easy.

Some drives are so bad, that the computer won't boot until you remove the hard drive. Others are just 
good enough that the system will boot, but it seems to hang at the BIOS forever. If the computer takes a
very long time to get the BIOS splash screen, or hangs there depending on the system, try unplugging 
the hard drive and seeing if that makes a difference. If it does, you've got a 40% drive. Replace it.

Still other drives make the system very, very slow, yet SMART says everything is fine. The best way to 
detect these is to see if the computer is faster running a Linux live CD. Be default, virtually all Linux 
live CDs will not automatically try to mount the hard drive, whereas Windows will, even if it is not the 
boot drive. If you have another computer that's working fine, try plugging in the suspect drive as a 
secondary, non-booting drive. Does this computer now slow way down? If so, you probably have a 
40% drive. Replace it.

Finally, I've encountered drives that seem fine, and don't display the symptoms noted above. However, 
Windows had many mysterious issues. In more than one of these cases, I attempted to reload Windows 
(from an image13) and it kept failing. If you can get another drive to temporarily use, plug that it in 
place of the suspect drive and see if the errors go away. If they do, you've LIKELY got a 40% drive. 
Replace it.

13 I was using Clonezilla images most of these times, but once I was reloading from install media.
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Appendix A: Crash Course in Linux
Case-sensitive

Unlike Windows, Linux is case sensitive. The command smartctl is not the same as SMARTCTL, or 
Smartctl. If you type the wrong case, you'll likely get an error. Assume, unless otherwise specified, 
that all commands are lower case only.

This also applies to switches and drive names. For example, smartctl -x /dev/sda is a 
different command then smartctl -X /dev/sda . The first gives you the SMART info, while the 
second aborts a self test.

Because commands are case-sensitive, the names of the programs mentioned in this guide are always 
lower case, even when they begin a sentence. This is intentional and not a typo.

Terminals

You'll do most of the hard drive testing in a terminal, also called console. For live CD's without an 
GUI, such as ALT Linux, you'll immediately see a console prompt when the boot-up is finished. For 
live CD's with a GUI, such as Knoppix, you can open one from the menu or shortcut. If given the 
choice between a regular console or a root console, for hard drive testing, choose the root console. 
Normally you would choose the regular.

Most Linux systems feature multiple virtual consoles. If not in a GUI, you can switch between them by 
pressing ALT-F1, ALT-F2, etc. Most have 5 consoles, so ALT-F5 is as high as you can go. If in a 
GUI, the switch command is CTL-ALT-F1, or CTL-ALT-F2, etc. To switch back to the GUI, try 
ALT-F7.

Root

“God, root, what is difference?”14 Root is the master user account on
Linux. It is roughly equivalent to Administrator on Windows, only
more powerful. Root has access to everything. For this reason, it is
strongly recommended that normal everyday Linux users do not use
the root account. Mistakes happen, but as root, they can be far more
damaging.

However, to run most of the tests recommended above, you'll need full access. This means root. Some 
distributions, such as ALT Linux drop you into a terminal as root. Others you have to become root. You
can try su , and if asked for a password, toor or <blank> are popular ones on Live CDs. If that fails, try
the sudo -i command.

You'll know you are root as the prompt symbol for root is #, while a normal user has the symbol $. 
Usually the prompt will say root as well.

14 From http://ars.userfriendly.org/cartoons/?id=19981111

Figure 9: Yep, I'm root. The # 
sign and the name confirm it.

http://ars.userfriendly.org/cartoons/?id=19981111
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History and Searches

One nice thing about the Linux terminal is you have access to recent commands typed. By pressing the 
up arrow key, you can go back through the commands you have typed. For a Live CD, that will usually 
be every command you've typed in that terminal. Once you've found the command you want, using the 
arrow keys, delete, and backspace, you can edit the command.

The command history also has a search feature. Start by typing CTL-r then type any part of the 
command you're looking for. If the first one that matches isn't the one you can either press CTL-r 
again, or type more of the command. The search does not support editing the search string, so if you 
make a mistake, press CTL-c and try again. Press enter to accept the command, or use the arrows keys
to start editing the command.

Switches

Linux programs use switches to take arguments. The switches come in one of two forms, a space dash 
(<space>-) followed by a letter, or a space and two dashes (<space>--) then a word. Often, but not 
always there will be two forms of a switch, the single letter and the word. For example, many linux 
programs have:

• -V for getting version information, and

• --version for getting version information

Some switches need arguments (see Appendix B for an example). Those switches that use two dashes 
need an equal sign or space between the word and the argument, while a single letter switch needs a 
space before the argument.

Some single letter switches that don't need an argument can be combined. If in doubt, you can try 
looking at the program's help. There are three ways to get it:

• The man page. Type man <name of program> and this will give you lots of info. Not all 
live CD's have these.

• Just type the name of the program and press enter. This will, most of the time, give you a brief 
help page.

• Try -h which is the standard for help. So, <name of program> -h will usually bring up 
the help page.

Less

Sometimes the output of a command, such as smartctl -x <drive name> is longer than one 
page. The less command (all lower case) allows you to see the output one page at a time, and even 
scroll back. It is similar to the more command, but less does more (pun intended).

By itself, less displays nothing. It has to be fed text to display. One way, but not the only way, is to pipe
the output of a command to less using the pipe character | . On your keyboard, it will not be a solid line,
but have a break in the middle. Using the example command above, piping the output of smartctl to 
less would be smartctl -x <drive name> |less .

Once you see the output in less, you can use the arrow keys to scroll up and down, or the page up and 
page down keys to scroll up or down one page at a time. The spacebar allows you to scroll down one 
page at a time. Press q to quit less.
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Appendix B: Updating smartmontools DB
While having an out of date smartmontools database isn't a huge deal, for those wishing to update it, 
the process is a simple one. The database is simply a comma separated text file, although with a .h 
extension.

The new file can be downloaded from http://sourceforge.net/apps/trac/smartmontools/wiki/Download 
(scroll down to the “Update the drive database” section). Just be sure you click on the link for the 
version you have and be sure to click on the text file link, not the “viewed using the new repository 
browser” link. Save this file. Don't rename it.

Now you have to get it into your live environment. The easiest way is to save the file to flash drive. 
Most live CD's will now require you to mount the drive. A few will do this automatically, and most 
installed Linux distros will do this automatically as well.

First, you will need to create a mount point15, otherwise known as a directory. The directory should be 
empty. By tradition, the directory is usually /mnt/<some name> or /media/<some name> and 
you can give it any name you want that isn't already taken. Often the name is the partition name for the 
drive (see page 10, above). So if the flash drive is /dev/sdc (some flash drives are formated so they 
don't have partition numbers), the command would be:

mkdir /mnt/sdc

Next you actually mount the drive. The command, assuming the drive is again /dev/sdc would be:

mount -t auto /dev/sdc /mnt/sdc

Now you have two options, copy the file and overwrite the existing one once you find it, or just add a 
switch to the command to look at the smart data, telling smartctl where the config file is. The switch is

 --drivedb=<filename with path>

So if the file is on /mnt/sdc, then the basic command to list all the SMART info from page 12 above 
would become:

smartctl --drivedb=/mnt/sdc/drivedb.h -x /dev/sda |less

15 Windows also has mount points, and they work almost the same as Linux, but that is beyond the scope of this guide.

http://sourceforge.net/apps/trac/smartmontools/wiki/Download
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Appendix C: Testing with GSmartControl
Much of what follows is a repeat of the smartmontools tutorial above. But in case a good live CD does 
become available, here's how to do the testing with GsmartControl.

Main Page

When you first start up GSmartControl, it will
scan for a list of drives. It will show all drives,
include DVD drives and flash drives, or, as seen
in the screen shot, a phone with accessible
memory. In this case, I have selected a Hitachi
drive. The drive information tells me it is referred
to by Linux as /dev/sda, it is 1TB, and the
manufacturer and model number. You can hover
over the drive to see if SMART is supported or
not. Occasionally, it will be supported, but
disabled (DUMB, DUMB, DUMB!).

To get more information and to run tests, right
click on drive and select details. You can also
toggle SMART on and off from the menu. It
might be tempting to jump straight to the tests,
and that's OK, but for now, look at details first.

Be warned that just because it says the basic health check passed does not mean the drive is good and 
you can rest easy. There can very well be signs of impending failure in the details, but it will still say 
passed.

Identity

The first tab of the details page is a description of the hard drive. Several lines are particularly 
important/useful here:

• Serial Number. If you ever have a computer with 2 drives, both the same size and model 
number, and one fails (for whatever reason) and the other passes, this is how you can tell them 
apart when you go to replace the bad one. Credit goes to DL for this idea.

• Sector Size: This was covered earlier. When using badblocks, you'll want the logical sector size.

• In Smartctl Database: If this is no, then the attributes page will likely have unknown attributes. 
Most of the SMART parameters are the same across manufacturers though, and the VALUE and
TRESHOLD parameters are shown and failure is indicated correctly. You can always update the
drive database to try to get more info.

• ATA Verison/ATA Standard: Versions 8 are SATA drives, 1-6 IDE. Version 7 is usually SATA, 
but I have seen an IDE drive with version 7.

One way GSmartControl differs from smartmontools is smartmontools will give you some additional 
information. If you click the Output button at the bottom, later versions of smartmontools will tell you 

Figure 10: Main Page of GSmartControl
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if the drive supports AAM as well as the current value and, for some drives, the max SATA speed the 
drive supports.

At the bottom of the page is a refresh button. This will re-read all the info in all the tabs from the drive. 
This is useful if you use other tools, described later, to poke and prod sectors on the hard drive.

Attributes

Most drives will pass or fail based
on the information here. Knowing
how to read this tab is critical!
There are several columns you
need to pay attention to.

The first is the name of the
attributes. Some attributes are
important, some, less so. If the
drive is not in the database, you
will likely see unknown attributes
for some items. This will make
the page less informative. The
Failed column is only somewhat
important. The other columns will
tell you whether or not to be
concerned. Often by the time
something has failed (except
temperature), the drive is dead. For GSmartControl, if you hover the mouse pointer over an attribute 
name, it will give you some background information.

The Failed column isn't too important. The other columns will tell you whether or not to be concerned.

The next 4 columns are where you should be focusing your attention. The drive's firmware will take the
real value, otherwise known as the raw value, and convert it to an 8 bit number (0-255) using some 
algorithm. This is becomes the normalized value column, and a max value for any attribute can range 
from 100-255, depending on the drive. Some attributes max value will be 100, while others could be 
255, or in the UDMA CRC attribute in the picture above, 200. It depends.

The worst column is simply the lowest value the normalized column has every reached. The threshold 
column is the value at which the drive determines if that attribute has failed or not. If the normalized 
column is at or below the threshold, there is a failure.

The normalized and threshold are useful to look at to see if they are within a few points of each other. If
so, that's a very strong indicator you should retire that drive before it fails. In general, however, the 
only column you'll really pay attention to is the raw value. The important attributes, referring ONLY to 
the raw values, are:

• Reallocated Sectors – Ideally this should be zero. One or two bad sectors doesn't make a bad 
drive, but once this value on platter drives, not SSDs, hits 5, it's time to replace.

• Power On Time – A few drives don't record this correctly, so you'll have to get the real number 
from the self test logs (see below). For the rest, this is in hours. After about 26,500 hours, (~3 

Figure 11: The attributes tab
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yrs) the odds of the drive dying within the next year are 11.8%16, and they go up after that. This 
is a “How good are your backups?” time if you want to continue using the drive. Once this hits 
about 43,350, replace the drive even if you like to gamble. The drive's odds of complete failure 
within the next year are unacceptably high. Platter drives are mechanical devices, and they will 
wear out eventually.

• Spin-up Retry Time – This should be zero. Anything higher indicates a drive motor problem. If 
the motor dies, your hard drive dies. Replace.

• Reallocation Event Count – This, in theory, gives you information about whether the 
Reallocated Sectors are a 1-time event, or occurring over time. Either way, this indicates a  
problem, but you'll not fail a drive based on this.

• Current Pending Sector Count – Ideally, this should be zero. Anything else means you have to 
do some more testing. The pending sectors could be soft, medium, or hard errors. You can't tell 
from the SMART data. If this is more than zero, the SMART tests will usually fail. Don't waste 
time running them unless you need the correct power on time.

• Reported Uncorrectable Errors – Not every drive reports this attribute. Seems to be mostly a 
Seagate attribute. If this value is higher than 0, fail the drive.

• Offline Uncorrectable – Think of this as a second Current Pending Sector Count. Same rules 
apply. This only updates every so often, so don't worry if you don't see changes here right away.

• UDMA CRC Error Count – A count higher than 1 or 2 often indicates the data cable has a 
problem. I suggest replacing the cable.

Capabilities

There is no useful testing/health information here you can't get from the other tabs in GsmartControl.

Error Log

Not as useful as you might think. This
records past failures to read sectors. These
are logical sectors, not physical. It does not
tell you whether or not the sectors were soft,
medium, or hard errors, and does not
decrease or erase entries should the sector be
fixed, i.e. a soft error.

The most useful thing it does tell you is the
sector number and the power on time it
occurred. Is it a recent error, or something
that happened some time ago? Further, it is
not unusual to see multiple entries with the
same sector number.

For smartmontools, you will need either the
-a or -x flag. Starting with ATA-6, there is an

16 http://blog.backblaze.com/2013/11/12/how-long-do-disk-drives-last/

Figure 12: The Error Log

http://blog.backblaze.com/2013/11/12/how-long-do-disk-drives-last/
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extended log (-x), and log entries there may not be recorded in the regular log (-a). Near as I can tell, 
GsmartControl only shows the regular log.

Self Test Logs

Mildly useful, this will tell you if
any of the drive's self tests have
been run, when, and the result.
Obviously, if the current power on
time is within a few hours of the
last test that completed
successfully, there is no point in
running the same test again. The
lifetime hours column is the real
power on hours for drives that don't
record that value properly in the
attributes. If need be, run the short
test and look here for the hours.

If the test fails, it records only the
first logical sector it couldn't read.
This is useful in case you don't
have the time to do a full hard drive
scan, and need to determine what
type of error that sector represents.

Do remember that this only logs
SMART tests. If you use a non-
SMART test, such as the badblocks
test described later, it will not show
up in the log.

Perform Tests

This is the tab where you tell
GSmartControl/smartmontools to
run the tests17. There will be two or
three test options depending on the
drive. Always start with the short
test. If that fails, then you must
address that failure. There is no
reason to wait the hour or more the
long test takes if the short test will
tell you something.

The tests are read-only and will not
damage any data. However, it is

17 Actually, neither program does any testing. They merely tell the drive's firmware to run the manufacturer's built-in tests.
The drive does the actual testing, and reports the results back to the program.

Figure 13: The Self-test Logs

Figure 14: The Perform Self Tests Tab
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recommended to run these while load on the hard drive is low. Some operating systems will crash if the
drive doesn't respond within a certain time, and since these tests are run by the drive's firmware, the 
operating system has no idea what's going on. A live CD is a recommended way to run these tests for 
non-critical systems.

If a drive attributes look good, and it passes the short test, it's probably a good drive. Ideally, it would 
be better to run the extended test, but sometimes time is just too limited to do that. For servers, I would 
strongly recommend running at least the extended test before a new hard drive goes into service. 
Having a production server go down will cost far more than an hour or two of testing.

The tests need to run. Don't neglect them. Without running the tests, you may not have current 
attributes.

One misconception about these tests is a that a failure means the drive is bad. It does not! The 
tests stop at the first sector they can't read. A failed test does not test the entire drive. If that sector is a 
soft error, it is fixable, and the drive is still perfectly usable. Further testing is required. Don't fail a 
drive based on a single soft error.
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Appendix D: Testing Flowchart
See the following pages for an attached hard drive testing flowchart. The chart page numbers are 
internal to the chart.
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Appendix E: Advanced Format Drives
Background

Advanced Format (hereafter, abbreviated AF) drives are drives that use 4096 byte physical sectors. 
Western Digital was first to market with these drives, but others, including Seagate have now followed. 
Some Microsoft documents refer to AF drives as large-sector drives.

For some 30 years, drives have always had 512 byte sectors. Having been around for so long, many 
computer components make hard-coded assumptions that the sector size is 512 bytes, and will only 
work properly with hard disks that employ 512-byte sectors. The components include various BIOSes, 
chipsets, controllers, database engines, hard drive utilities, cloning/imaging tools, backup systems, and 
some OSes.

Windows XP is one such OS, although Windows Vista SP1 or later, as well as Mac OS X and Linux 
(kernel greater than 2.6.33), can handle AF drives. However, both Vista and Windows 7 require patches
to address performance issues separate from alignment issues (see below).

In order to overcome the problems with non-AF aware software, many AF drives, at least everyone I've
seen so far, include firmware that presents the illusion of 512-byte sectors to the OS (the 8:1 ratio). 
These are the logical sectors. AF drives that do this are properly referred to as 512e drives. Some drives
do not have this emulation layer, and they have 4096 byte logical sectors (1:1 ratio). These are known 
as 4Kn drives. Currently, 4Kn drives are not supported for Windows 7 SP1 or Windows Server 2008 
R2 SP1.

Because Windows XP does not handle AF drives well, they have been slow to
come to market, although they did start appearing in 2009. However, since XP
support was discontinued in 2014, expect to see more and more AF drives.

AF drives can be identified in several ways. First and easiest, smartmontools
identity page lists the physical sector size. If it's 4096 bytes, then you have an
AF drive. Secondly, there are logos that may be on the hard drive itself.
However, Seagate 512e drives with the logo just have the AF, and not the
wording. The color of the logo can also vary. At least some Western Digital
drives have wording on the drive label that they are AF drives, but no logo.18

Windows users can use the fsutil command to identify AF drives. Open a
command prompt (Start > Run > cmd), then enter

fsutil fsinfo ntfsinfo <drive letter>:

In the output, the value for "Bytes Per Physical Sector" will be one of the following:

• 512 - for Legacy 512 native drives

• 4096 - for Advanced Format (AF) drives

• <Not Supported> - if the hardware or driver does not support the 
IOCTL_STORAGE_QUERY_PROPERTY control code

18 I have read reports that some WD drives lie. Specifically, the WD15EARS 1.5TB will claim to be a 512/512 drive when
it is really a 512e drive. This might extend to other WD drives with EARS in the model name.

Figure 15: An AF 
logo for a 512e 
drive.
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Do note that the hotfix from Microsoft KB982018 may be required, and this relies on the disk reporting
itself as having 4KB physical sectors, and relies on the Storage Driver reporting the real physical sector
size. For systems using the Intel chipsets, you must also use the latest Intel Storage Driver, revision 
9.6.0.1014 or later. For AMD chipsets, no driver update is required.

Advantages of AF drives

Efficiency

Probably the biggest reason manufacturers are switching to AF drives is efficiency. Every sector, 
regardless of drive type (512 or AF) has several components19:

• Gap section: This gap separates sectors.

• Sync section: The sync mark indicates the beginning of the sector and provides timing 
alignment.

• Address Mark section: The address mark contains data to identify the sector’s number and 
location. It also provides status about the sector itself. This, and the preceding two components 
occupy a total of 15 bytes.

• Data section: The data section contains all of the user’s data. This is 512 bytes in size for older 
drives, and 4096 bytes for AF drives.

• ECC section: The ECC section contains error correction codes that are used to repair and 
recover data that might be damaged during the reading or writing process. If the ECC can't be 
read or used to repair, then you have a pending sector. In 512 byte sectors, this is 50 bytes, and 
for 4,096 byte sectors, this is 100 bytes.

For each 512 byte [physical] sector, you have to have 512+15+50 = 577 bytes of space, for an 
efficiency of 88.7% in terms of usable space.

For an AF drive, the gap, sync, and address also take up 15 bytes, while the ECC takes up 100 bytes, so
each physical sector takes up 4096 +15 +100 = 4,211 bytes of space, giving a storage efficiency of 
97.2%. A 512 byte sector drive would physically require 4,616 bytes to store the same amount of data 
as one AF drive sector.

Unfortunately this does not mean the customer gets a bigger hard drive. A 2 TiB 512 sector hard drive 
will have the same usable space as a 2TiB AF drive. This change is more for the manufacturer's benefit 
than yours. It eases the pressure on the fundamental data storage technique for hard disk manufacturers 
that will allow future platter capacity increases, which will then bring consumer benefits.

Reliability

Because AF drives have more ECC data, and newer, better algorithms, there are claims that the drives 
are more resistant to media defects and particles in the drive. A Western Digital document20 claims 
“Advanced Format technology improves burst error correction by 50% through the use of larger ECC 
(error correction code) code word.

19 From http://www.seagate.com/tech-insights/advanced-format-4k-sector-hard-drives-master-ti/ 
20 http://www.wdc.com/wdproducts/library/WhitePapers/ENG/2579-771430.pdf 

http://www.wdc.com/wdproducts/library/WhitePapers/ENG/2579-771430.pdf
http://www.seagate.com/tech-insights/advanced-format-4k-sector-hard-drives-master-ti/
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Performance

There are claims a properly aligned (see below) AF drive will outperform the equivalent 512 byte 
drive. Proof of such claims is lacking though. Most benchmarks that seem to show this is true are on 
drives with different cache sizes, and it is likely the cache size is what is improving performance.

Bigger MBR

The MBR partition table has a 32 bit address limit. Thus, it can only address 2^32 sectors on a drive. If 
those sectors are 512 bytes each, then 2^32 sectors * 512 bytes/sector / 1.09951162778E+12 
bytes/terabyte = 2 terabytes. But suppose the sectors are now 4,096 bytes each. That means MBR 
partition tables could support 16 terabyte drives.

GPT partition tables do not have this issue and already support 8 ZiB drives with 512 byte sectors.

Disadvantages of AF drives

Older Software

Any software that has any operations that may bypass the operating system and/or send commands 
directly to the hard disk drive, but isn't updated for AF drives will have unpredictable results. These 
results can easily include destroying any data on the drive.

Win PE version 2.1 (Vista) and Win PE 3.0 (Win 7) are reported to have problems with AF drives.

The following Linux utilities, with minimum version numbers, have been updated to support AF drives.

• smartmontools 5.41

• hdparm 9.1221

• fdisk, if util-linux is 2.1722. You should start with ‘-c -u’ to disable DOS compatibility and use 
sectors instead of cylinders. fdisk does not work properly with GPT disks.

• Parted 2.1 (but 2.2 or higher is recommended). parted, or gparted, does work with GPT disks.

• mdadm if util-linux is 2.17

• lvm2 if util-linux is 2.17

• mkfs.{ext,xfs,gfs2,ocfs2} if util-linux is 2.17

For Intel controllers, use Intel Storage Driver revision 9.6.0.1014 or later.

Alignment Issues Background

The biggest issue with AF drives is alignment. Most file systems use [logical] 4,096 blocks by default. 
Partition alignment is making sure the those file system blocks don't span 2 physical sectors on AF 
drives. If that block is spread across two physical sectors, which are also 4,096 bytes, then performance
will take a big hit. This is called misalignment. Older 512 byte drives don't have this problem.

21 I have seen hdparm version >9.2 mis-report the sector size on an AF 512e disk. This is because hdparm just passes 
along what the AF drive's controller reports to the kernel. The controller pretends the drive has a 512 byte sector size, so
that is what hdparm reports.

22 Some sources claim 2.15, but use 2.17 to be safe. Even 2.17 is quite old, having been released in early 2012. Version 
2.25 was released in Oct 2014.
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To understand this, take a 4,096 byte (hereafter abbreviated 4KiB) random-write, i.e. one that writes 
4KiB of data to random places on the disk. If your partition is not aligned, then none of the 4KB 
clusters are aligned. On an mis-aligned AF drive, for each 4KiB write, the drive has to:

• Read two 4KiB sectors, and write the changes to the data, temporarily storing it in the cache,

• Wait while the disk makes one revolution (1/120th sec for a 7200rpm drive, 1/90th sec for a 
5400rpm drive), then

• Write back the two modified sectors

This delay means that to write 1 MiB of data will take 2.1 seconds longer on mis-aligned 7200rpm 
drive than an aligned 7200rpm drive and this is a best case scenario. And, that is for each and every 
1MB of data written to that partition!

If two sectors that the drive needs to read are on not on adjacent physical tracks, then it gets worse. 
Now the drive has to:

• Read the first part of the block (on the first sector)

• Wait for a disk revolution

• Write the modified first sector

• Seek to the next track

• Read the last part of the block (on the second
sector)

• Wait for a disk revolution

• Write the modified second sector

So that requires two extra disk revolutions and a seek.
Mis-alignment also makes your hard drive light flash
constantly.

Solid-state drives have some of the same performance
issues, but not all. They don't have any revolutions, or
seek times, but they will still have to write to two sectors,
rather than one. BUT, each sector of an SSD has a limited
number of flash write cycles. So a mis-aligned SSD drive
can have its lifespan cut by potentially 50%23. Typically,
the SSD flash page size is 4KiB. If you use an SSD, you
can improve drive performance and lifetime by ensuring
your partitions are 4KiB-aligned.

Reading is really not impacted by mis-alignment. Most drives will read and cache the next few sectors 
anyway.

Checking For Mis-alignment

There are many ways to check for proper alignment. Here are three. Use whichever one works best in 
your situation.

23 Paragon claims the reduction in life of SSDs is up to 66%, but that is for SAN LUNs.

Figure 16: Checking for mis-alignment with 
WMIC
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On Windows, you can use the WMIC console to check. Open the start menu, and type wmic and hit 
enter. This brings up a window that looks very much like a DOS prompt. In the window, type 
partition list full and hit enter. Scroll through the output, and for each partition, look for 
the StartingOffset value. Divide this by 4096. If it is evenly divisible, then the partition is aligned.

For Linux, the tool to use depends on the type of partition table the drive has, MBR or GPT. While 
parted is in many ways the more advanced program, it will choke on some MBR partition tables that 
fdisk doesn't have a problem with. By choke, I
mean it will refuse to display any partition
information. gparted (a graphical version of
parted) will show the drive as unpartitioned. I
have only observed this on MBR partition
tables. On the other hand, fdisk doesn't work
with drives bigger than 2 TiB or GPT partition
tables. For bigger drives, you must use parted.

To see what you need using fdisk, be sure fdisk
is showing sectors. In recent versions, that is
the default, but to be sure, use the -u switch, so
for example:

fdisk -lu <optional drive name>

For AF drives, if the partition isn't aligned,
you'll get the message “Partition <some
number> doesn't start on physical sector
boundary.” You can check this manually by
taking the starting sector number and dividing it by 8. If it is evenly divisible, then that partition is 
minimally aligned. To see if it is optimally aligned, divide by 2048. Again, if it is evenly divisible, then 
it is aligned.

In the case of an extended partition, such as /dev/sdb2, there are just a few sectors of data that belong to
it, and they're scattered about. They are the Extended Boot Records (EBRs), which define where logical
partitions begin and end. EBRs are seldom written to, and they're less than 4 KiB in size, so you'll 
always get the performance penalty when writing them, but it is not important or significant.

Logical partitions must be aligned. Like primary partitions, they're just a way to define where the 
filesystems begin and end. Logical partitions can be aligned differently from the extended partitions 
that contain them.

Using parted is in some ways easier, and in some ways harder. The parted command that is most 
equivalent to fdisk -l is parted -l.
However, you will not be able to do the
calculations as you did with fdisk. To do
the calculations, with parted, you must
enter interactive mode.

To start parted in interactive mode, just
type parted <drive name>. If you
leave off the drive name, parted will default to /dev/sda. This drops you into the parted command 
prompt. From there, you can take the shortcut.

Figure 17: /dev/sdb2 is not aligned, but all the other
/dev/sdb partitions are. /dev/sda is not an AF drive, 
so alignment doesn't matter.

Figure 18: Checking /dev/sdb5 alignment with parted.
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At the parted command prompt, simply type align-check <minimal or optimal> 
<partition number>. You can abbreviate optimal and minimal as o and m respectively.

So if you wanted to check /dev/sdb5 (shown in the figure above), you would type:

parted /dev/sdb

Then, at the prompt:

align-check o 5

parted will then print if it is aligned or not. Type quit or q and press enter to quit parted.

When to Worry About Alignment

The good news is, for the most part, you don't have to worry about alignment. From Vista SP1 or later, 
all Microsoft software is AF aware and will automatically create optimally aligned partitions. The 
recent Linux partitioning tools are also AF aware (see list above), so they will also create aligned 
partitions. You would have to work to make the Linux tools create a mis-aligned partition.

The big worry about mis-aligned partitions is imaging software. Some older imaging software is not AF
aware, and can create mis-aligned partitions. If using Ghost, use version 11.0 or later and use the “-
align=1MB” feature for 4K alignment?

Clonezilla24 is not 100% compatible with AF (4096-byte) drives. Direct drive to drive cloning works 
for the following cases:

• AF drive to AF drive

• AF drive to 512 byte drive

However, direct drive to drive cloning won't work for 512 byte drives to an AF drive. However, you 
can make a clone image of a 512 byte, then restore that clone image to an AF drive. In my testing, the 
resulting partitions were aligned.

Aligning a Mis-Aligned Drive

It is possible to align a partition after the fact, without destroying any data. Of course, strange things 
can happen, so having a backup first is still recommended.

There are a number of tools to align drives. Unfortunately, most were pulled when Microsoft ended 
support for XP. Paragon makes an alignment tool, but it is not free. Acronis makes an alignment tool 
that many of the hard drive manufacturer's alignment tools were based off of. Finally, you can use 
gparted (open source, free, Linux only) to align partitions.

Regardless of which tool you use, there are four steps you should always do:

1. Backup the data on the partition.

2. Shrink the partition to be as small as possible, using whatever tool is convenient. gparted can do
this, but if it's a Windows partition, Windows will want to do a check disk afterwards. Let it. 
The aligning isn't a quick process. This will speed it up and give you space to align it.

3. Now use the alignment software of your choice to align the partition.

24  Heavily plagiarized from the DRBL/Clonezilla FAQ/Q&A
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4. Expand the drive.

If the partition was bootable, it probably won't be now, but it is fixable. For Windows 7, insert an install
CD, and choose repair. This will fix the error.

Odds and Ends

The Western Digital EARS disk has the option (via a jumper on the back of the drive) to implement a 
hardware-level '+1' on every OS sector request. This means that if the OS requests Sector 63, the drive 
actually chooses Sector 64. This jumper covers pins 7-8. This faking only works for disks with one 
partition.
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Appendix F: Solid-State Drives
Background

SSDs, or Solid-state drives, are very different than platter drives (usually abbreviated as HDD). Rather 
than a spinning platter, SSDs use solid state memory NAND chips. These chips, and drives, have no 
moving parts, and there no seek times. As a result, SSDs perform at speeds HDDs could never achieve. 
Further, since there are no moving parts, they are almost immune to handling damage (think laptops). 
They also have very low power consumption (again, think laptops) and generate far less heat that 
HDDs.

However, like most things in life, there are trade-offs. First is price. On a per gigabyte basis, platter 
drives still win, although the margin has shrunk in recent years. Secondly, they have a limited amount 
of data that can be written to them before they fail, whereas HDDs in practice don't.

While studies of HDD failures are few, SSD studies are currently non-existent. Thus how to detect a 
failing SSD is far more art than science. When they do fail, data recovery is much more expensive, and 
difficult, than with HDDs. Thanks to trim and garbage collection (both discussed below), data recovery
even without failure are more difficult to impossible, a problem HDDs don't have.

SSD drives come with either SATA or SAS interfaces. The SATA and SAS interfaces are compatible 
with the anything designed for HDD drives, however, as SSD drives are usually physically smaller than
most HDD drives, a special mounting kit is sometimes required.

NAND Types

An SSD drive may be made with one of four types (or two, or three, depending on who you ask) of 
NAND.

SLC NAND

SLC stands for Single Level Cell. Each SLC cell can store one, and only one, bit. This means, 
compared to the other three types that store more data in each cell, SLC is the most expensive NAND 
on a per gigabyte basis. Because of the cost, it is rare to find SLC in consumer SSDs.

SLC offers relatively fast read and write operations, high endurance, and simple error correction 
algorithms (ECC). With SLC NAND, each cell can typically be written to about 100,000 times before it
fails. Reading is unlimited.

SLC generally has the best performance and lowest power consumption out of all the types of NAND.

MLC NAND

MLC stands for Multi-Level Cell. Each MLC stores two bits. Some sources refer to this as 2-bit MLC. 
MLC is therefore cheaper than SLC and often found in consumer SSDs.

MLC's performance is moderate, and lower than SLC. Depending on who you ask, an MLC cell can be 
written to only from 3,000 – 10,000 times before it fails25. Reads are still unlimited. Because there are 

25 Dell claims 3,000-5,000 for MLC, while others claim 3,000-5,000 for TLC and 10,000 for MLC.
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two bits in each cell, the ECC is more complicated than SLC. This is because each MLC cell can have 
4 states, while an SLC cell can have only 2.

Overall, unless you need to do constant small writes to the drive, which is a bad idea anyway, MLC 
offers a good performance/endurance trade-off.

TLC NAND

TLC stands for Three Level Cell, also sometimes called 3-bit MLC. Each TLC stores 3 bits. Being the 
most data dense of the NANDs, it tends to be the cheapest and is found in consumer SSDs.

The performance of TLC is the lowest of all the NAND types. However, even then, it is still much 
faster than the fastest HDD drives. TLC has the lowest number of writes, at 3,000-5,000 for each cell, 
but still unlimited reads. Because each TLC can have 8 states, the ECC code is the most complicated of
all the NAND types.

eMLC NAND

eMLC stands for enterprise MLC and is a special type of MLC. The eMLC is harvested from the 
highest quality portion of a NAND wafer and programmed to increase the write to around 20,000-
30,000 for each cell. Because it is MLC, it stores 2 bits in each cell. In order to achieve the extra writes,
the write speed is slowed.

Higher end consumer SSDs sometimes have this type of NAND.

Wear Leveling

Because every NAND cell has a limited number of writes before it fails, all SSD drives have wear 
leveling in the firmware. This means the drive will automatically try to spread any data writes around 
to the cells as evenly as possible, so that the NAND cells all wear out at about the same time.

There are two types of wear leveling: static and dynamic. Dynamic takes place whenever a write takes 
place. It will distribute the data to the least used available NAND cells.

Static wear leveling recognizes that some data is written once, and rarely, if ever, changes. Thus the 
cells that store that data are out of the dynamic pool. To insure that all blocks are being wear leveled at 
the same rate, static wear leveling will periodically move this data to different cells in the background, 
exposing those cells to dynamic wear leveling again.

At least some SSD drives have, built into the firmware of the drive, software than monitors the state of 
the drive. If the drive is getting lots of writes and the software believes it may fail before the warranty 
is up, it will throttle writes, slowing them down. This is may be one reason why older SSD drives may 
be slower than when they were new. The most common cause, however, is the drive is nearly full and 
doesn't have any over-provisioning (described below).

Write Amplification Factor (WAF)

The Write amplification factor (WAF) is the amount of data written by the SSD drive divided by the 
amount of data the host/computer asks it to write. An SSD usually writes more data to the NAND cells 
than it is asked to write, and the actual amount of data written to the cells is what counts.
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WAF is affected by several factors:

• sequential versus random writes

• large transfers versus small ones

• Boundary alignment (see AF drives for an explanation of this)

• Data content/patterns (especially for SSDs using data compression)

To understand why this happens, you first need to understand pages and Erase Blocks.

Data on SSDs is organized into something called pages. This is the smallest unit of data that can be 
written. The pages are then collected into what is called Erase Blocks. Unlike HDDs, data on an SSD 
can not be directly overwritten. It must be erased first, then it can be written to. An Erase Block is the 
smallest addressable unit for erase operations, typically consisting of multiple pages.

For example, suppose a particular drive has 4KB pages, and each Erase Block consists of 128 pages (or
512KB). Now suppose that Erase Block is full of data and the host wants to write 4KB. In order to do 
this, the SSD drive has to read the entire Erase block (512KB) into its internal memory, and alter 4KB 
of it. Now to write the data back, it has to erase the entire block of 512KB. Remember, it can't change 
individual pages, it has to erase first and can only then can it write. Once the block is erased, then the 
drive writes the entire 512KB block back to NAND cells. Although the host only asked to write 4KB, 
the drive actually wrote 512KB, or a WAF of 512KB/4KB = 128.

The best WAF can ever be is 1, but it is rare. This is why SSD drives really take a big hit in lifespan for 
small writes.

To reduce WAF, most SSD drive implement what's called garbage collection. This is the firmware 
taking several erase blocks with some, but not all, pages empty and combines them into fewer new 
blocks with all good data, freeing up the old blocks for deletion. This is often done in the background 
during otherwise idle time for the drive.

Over-Provising

Most SSD have extra space hidden from the user, and computer. You can't use it, but the drive's 
firmware can. This extra space is called over-provising. It is a widely-used method for improving both 
SSD performance and giving the appearance of longer life.

Remember from the WAF section above that to write new data to a non-blank page, the old page – 
really the erase block it is in – must be erased first. Erasing takes time. But if the drive can keep some 
extra space free at all times, then it can keep some extra erased blocks on hand when needed and the 
user doesn't have to wait for them to be erased. This increases performance. The soon-to-erased blocks 
can later be erased when the drive is idle and the user would never notice.

Also remember the section on wear leveling that the drive will move data around to spread the wear out
among all the NAND cells. This requires having empty cells to move the data too. Having extra, 
hidden, cells guarantees the drive has space to move data around. Over-provisioning, or lack thereof, 
has no effect on read performance, only write.

This has a secondary effect of the increasing the total data that can be written to drive, simply because 
each extra cell adds its 1-3 bits to the total writes for the drive. In reality, though, the drive can write the
exact same amount of data if the cells were not hidden. An over-provisioned 250GB SSD can write 
more data than a non-over-provisioned 250GB SSD with the same NAND cells, but only because the 
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over-provisioned drive isn't really a 250 GB drive. There are also claims over-provisioning reduces 
WAF, which will also prolong the life of the drive.

Not all SSD drives implement over-provisioning. For instance, Samsung states, “...Historically, 
Samsung has not implemented mandatory OP [over-provisioning] on any of its SSDs. With the 
introduction of the 840 Series...however, Samsung has chosen to implement a minimum amount of OP 
in its mainstream drives (the 840 PRO will not feature mandatory OP).

SSD come with capacities that are multiples of the power 2, e.g. 64, 96, 128, 256, 512, etc. If you buy a
drive that has a non-power of 2 capacity, odds are the drive is using over-provisioning. For example, a 
240 GB drive is almost certainly a 256 GB drive, with 16 GB of over-provisioning.

If in doubt whether a particular drive implements over-provisioning or not, you have two choices to 
avoid the issues over-provisioning fixes:

• Never fill the drive completely26. Always leave empty space.

• If the drive supports HPA, you can use hdparm to simulate over-provisioning at the cost of 
some space.

• Some drive manufacturers provide software to over-provision their drives.27

If you use either HPA or the drive manufacturer's software to over-provision, do it BEFORE you put 
any data on the drive you care about.

Trim/Unmap

When you delete a file, the OS doesn't do anything with the LBA (Logical Block Addressing) blocks 
storing the file other than mark them as available. This is the secret behind un-erasing a file. The data is
still there in many cases. However, while the OS will know certain LBAs are available and should be 
considered empty, the SSD controller will still think they are in use and valid.

Thus, any garbage collection will keep the pages holding the deleted data. This increases the WAF, 
since the deleted data doesn't need to be written but it will be, and also slows down the drive as more 
space is wasted (see over-provisioning above).

Trim is a way for the operating system to tell the controller of the SSD that certain LBA blocks are 
unneeded and can be discarded and translates that info into pages. This means the garbage collection 
process is more efficient and lowers the WAF, as the drive doesn't have to re-write deleted data. On 
SATA drives, this is called Trim, and on SAS drives, it is called Unmap.

In order for Trim (and Unmap) to work, both the operating system and the SSD must support it. Not all 
SSDs support Trim/Unmap. Because different drives implement Trim/Unmap differently, the 
performance gains do vary.

In addition, data deleted by Trim/Unmap is not recoverable. Also, without Trim, formatting and/or 
deleting everything will not free all the pages because formatting and deleting are done at the OS level, 
not at the controller level. You can use secure erase instead.28

26 Some filesystems don't like full drives either. For NTFS, it is recommended not get more than 80-85% full. Over-
provisioning does not change that.

27 Samsung provides Samsung Magician. Whether or not this is really just implementing HPA, I don't know.
28 I won't cover secure erase. But do be aware that this is usually one of the less tested firmware functions and bugs here 

can render the drive useless. Proceed at your own risk.
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Data Retention

There are a number of sites that will tell you that an un-powered SSD drive can spontaneously loose 
your data based on a presentation by Alvin Cox who is chairman of the Joint Electron Device 
Engineering Council (JEDEC) committee on SSDs and the standards for them. The truth is not so 
simple, or worrisome. There are a number of factors that determine how fast this happens. Do keep in 
mind the numbers mentioned below are the just what the Joint Electron Device Engineering Council 
(JEDEC) requires. Your SSD may fair better.

The core problem arises due to physics. The conductivity of a semiconductor scales with temperature, 
which is what a NAND is essentially. When NAND is un-powered, the electrons are not supposed to 
move because that would change the charge of the NAND cell. The charge determines what bits are 
stored in a particular NAND cell. So if the charge of the cell changes, that renders the data unreadable 
(i.e. the drive no longer retains data).

Each NAND cell has a certain number of times it can be written before it wears out. This means it no 
longer can hold a charge and the data can not be reliably read from it. For a cell near the end of it's life, 
temperature can have a marked effect on the cell.

For every 5ºC increase in temperature the un-powered drive is stored at, relative to the temperature at 
which the data was written, the time that cell will hold a charge is roughly cut in half. The time varies 
on NAND type, although the actual numbers provided by Intel only give consumer and enterprise 
numbers. For a cell at the end of it's rated life, an enterprise drive data can go in 0 weeks. More typical 
numbers are 3 months for enterprise and 1 year for consumer drives.

All that said, it's not an issue most SSD users should ever worry about. “I wouldn’t worry about [losing
data],” Alvin Cox told PCWorld. “This all pertains to end of life. As a consumer, an SSD product or 
even a flash product is never going to get to the point where it’s temperature-dependent on retaining the
data.”

The key point is the data only applies to drives at or past their rated life. It is a worse case scenario, i.e. 
a truck driving to the archive center with old SSDs in August in the middle of the Arizona desert breaks
down kind of thing. An SSD that isn’t worn out rarely experiences data errors.

Recommended Application Tuning & OS Settings

 1. Be sure the drive is aligned. See the AF drives appendix for more information.

 2. Never defrag an SSD. Defragging is meant to consolidate files that are spread around a platter 
in an HDD. This reduces seek time, speeding up file access. However, unlike HDDs, SDDs 
have no seek time. Every cell can be accessed just as fast as every other cell. However, the 
defragging process creates many small writes, which kill SSD life. No gain, all loss.

 3. Disable Indexing. Windows likes to index files for faster searching. SSDs are fast enough that 
indexing doesn't improve performance by a significant margin. However, indexing does create 
lots of small writes, which is bad for SSDs.

 4. Use trim if it is supported by the OS and drive. For Windows, to check Trim's status:

 a) Click start and type in cmd, right click, and choose “Run as administrator”.
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 b) Type fsutil behavior query disabledeletenotify
- DisableDeleteNotify = 1 (Windows TRIM commands are disabled)
- DisableDeleteNotify = 0 (Windows TRIM commands are enabled) 

 5. For Windows, make the page file size fixed, rather than dynamic. This will reduce writes.

 a) As administrator, click on Start, right-click on Computer, and select Properties

 b) On the left side of the window, click Advanced System Settings.

 c) Under the Advanced tab, in the Performance section click Settings…

 d) Click the Advanced tab, and under Virtual Memory, Click Change

 e) Uncheck “Automatically manage paging file size for all drives”.

 f) Highlight your SSD and underneath it, click the Custom Size radio button.

 g) Under Initial size and Maximum size, type in 1024 (recommended, but you can go larger if 
the system is low on RAM) and then click Set and click OK. You must reboot for this to 
take effect.
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Appendix G: Changelog
Version 1.9.9.2 July 29, 2015

• Added the Appendix on SSD drives. The Changelog was re-lettered to Appendix G.

• This version is really 2.0 beta.

Version 1.9.9.1 July 15, 2015

• Added info on Seagate's Reallocation Event Count

• Added 40% drives section

Version 1.9.9 March 14, 2015

• Per Bruce Allen's suggestions, added a copyright and contact info page.

• Updated the live CD section.

Version 1.9.8

• Added Appendix E and F. E is not as complete as I want, but complete enough to be useful.

• Included Smart 187: Reported Uncorrectable Errors.

• Minor updates in Sectors section to reference Appendix E and name the 8:1 ratio drives.

• Some additional info on Seek Error Rates for Seagate drives.
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